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Research Statement

The primary goal of my research is to improve energy efficiency and error resilience of digital
systems with an emphasis on image and video signal processing systems. My research to date realizes
this goal by exploiting unconventional computing paradigms such as stochastic computing (SC)
and unary processing. Designing low-power, high-performance, and noise-tolerant systems based
on SC was the major focus of my master’s research at University of Tehran. My very first major
research project involved the development of a fast fault-tolerant architecture for a well-known image
processing algorithm [1]. Through this work, I significantly reduced the hardware implementation
cost and improved the processing time of the Sauvola image thresholding algorithm. For my Ph.D.
studies and doctoral research, I joined the Department of Electrical and Computer Engineering
of University of Minnesota, one of the pioneers and active research groups in the area of SC.
During my doctoral research I developed new design methodologies and novel research directions
to the SC field by introducing polysynchronous clocking [2, 3, 4], time-based computing using
stochastic constructs [5, 6, 7, 8, 9], reconfigurable sequential stochastic architectures [10], high
quality down-sampling for deterministic approaches of SC [11, 12], and integrating analog memory
with stochastic systems [13]. I also developed a GPU-accelerated parallel implementation of local
image thresholding algorithms for faster binarization of large images [14].

1 Stochastic Computing: An unconventional Computing Paradigm

Stochastic computing (SC) is a collection of techniques that represent continuous values by streams
of random bits. Logical computation is performed on these random bit-streams. A real value
x in the interval [0, 1] is represented by a stream with bits each having independent probability
x of being 1. The key advantages of this paradigm are the very simple hardware required to
implement complex operations (e.g. multiplication operation using an AND gate, see Figure 1) and
its ability to gracefully tolerate noise. The obvious disadvantage of SC, however, is the latency. A
stochastic representation is exponentially longer than conventional binary radix. This translates to
long operation times, particularly if high accuracy is required. Long latencies translate into high
energy consumption and so offset any gains made by simplified hardware. Another drawback is the
cost of stochastic bit stream generators. While the hardware to perform the computation is simple,
generating random bit streams is costly. Indeed, in prior work, stochastic bit stream generators
accounted for as much as 90% of the area and power of stochastic circuit designs. This significantly
diminishes the benefits of stochastic design. The main focus of my research has been to address the
limitations and challenges of SC.
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Figure 1: Example of stochastic multiplication using an AND gate.
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1.1 Polysynchronous Clocking: Exploiting Skew Tolerance of Stochastic Circuits

For modern integrated circuits, the global clock distribution network (CDN) is a major bottleneck
in terms of design effort, area, and performance. High skew tolerance can mitigate the costs: ei-
ther the global CDN can be eliminated entirely; or one can design a much less costly global CDN
that tolerates skew. My ASP-DAC’16 [2] and TC’17 [3] papers demonstrate that computation on
stochastic bit streams has another compelling advantage: circuits naturally and effectively tolerate
very high clock skew. Stochastic logic computes accurately irrespective of the temporal alignment
of the clock signal or the inputs (See Figure 5). Exploiting this advantage, I investigated Polysyn-
chronous Clocking, a design strategy in which clock domains are split at a very fine level, reducing
power on an otherwise large global clock tree. Each domain is synchronized by an inexpensive local
clock. Alternatively, the skew requirements for a global clock tree network can be relaxed. This
allows for a higher working frequency and so lower latency. Polysynchronous clocking results in
significant latency, area, and energy savings for wide variety of applications including image and
signal processing applications.
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Figure 2: Stochastic multiplication using an AND with unsynchronized bit streams.

1.2 Time-based Computing with Stochastic Constructs

In ASP-DAC’17 [5], TVLSI’17 [7], and MICRO’17 [8] papers I explored an evolution of the concept
of SC and proposed a highly unorthodox idea: performing computation with digital constructs on
time-encoded analog signals. Instead of encoding data in space, as random bit streams, I encoded
values in time. The time encoding consists of periodic signals, with the value encoded as the
fraction of the time that the signal is in the high (on) state compared to the low (off) state in each
cycle. These signals are called pulse-width modulated (PWM) signals. Figure. 3 illustrates such
a signal. These signals can be treated as inputs to the same logical structures used in SC, with
the value defined by the duty cycle. This observation is motivated by noting that the stochastic
representation is a uniform, fractional representation. All that matters in terms of the value that
is computed is the fraction of time that the signal is high. For example, if a signal is high 68.7% of
the time, it is evaluated as 0.687, as shown in Figure 3.
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Figure 3: Encoding in time with a periodic analog signal. The value represented is the fraction of the time
that the signal is high in each cycle, in this case 0.687.

My approach is motivated by the observation that, as technology has scaled and device sizes have
gotten smaller, the supply voltages have dropped while the device speeds have improved. Control
of the dynamic range in the voltage domain is limited; however, control of the length of pulses in
the time domain can be precise. Encoding data in the time domain may be more accurate and more
efficient than converting signals into binary radix. This time-based representation is an excellent fit
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for low-power applications that include time-based sensors, for instance image processing circuits in
vision chips. Converting a variety of signals from an external voltage to a time-based representation
can be done much more efficiently than a full conversion to binary radix. This enables a savings of
at least 10x in power at the outset [8]. I demonstrated that stochastic image processing based on
time-encoded signals could have significant impact in this application area because of a significantly
lower hardware cost, power and energy consumption, and a remarkable lower processing time.
Implementation results on image processing applications showed up to a 99% performance speedup,
98% saving in energy consumption, and 40% area reduction compared to prior implementations.

1.3 Reconfigurable Architecture for Sequential Stochastic Computing

To take advantage of SC, prior work proposed a combinational logic-based reconfigurable archi-
tecture to perform complex arithmetic operations using SC. The long execution time and the cost
of converting between binary and stochastic representations, however, makes these combinational
stochastic architectures less energy efficient than the conventional deterministic binary implementa-
tions. To address the long latency and the high conversion cost of the combinational logic-based SC,
in JETC’17 paper [10], I developed and evaluated a new reconfigurable stochastic architecture using
sequential logic. I introduced a methodology for synthesizing a given target function stochastically
using finite-state machines (FSMs). The proposed architecture can compute arbitrary functions by
changing its input parameters using the developed synthesis method. Furthermore, I made it possi-
ble to tradeoff between hardware area and approximation error by using different configurations of
the FSM, such as the number of states, the number of inputs, the state transition diagrams, and the
precision of the parameters. When the function is relatively complex, such as the exponentiation,
the hyperbolic tangent, or high-order polynomial functions, my developed sequential logic-based im-
plementation is more efficient than the prior combinational architectures since it requires fewer logic
gates while producing more accurate results. The developed sequential logic-based implementations
has also the ability of implementing multi-input functions at very low cost.
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Figure 4: An FSM-based reconfigurable stochastic architecture

1.4 Low-Cost Noise-Tolerant Stochastic Neural Networks

With growing interest in machine learning and neural networks, new methods are needed to
achieve low-cost high-performance hardware implementation (e.g. Field-programmable gate ar-
rays (FPGAs)-based implementation) rather than being restricted to software implementations
(programs) running on general-purpose computing systems (i.e., CPUs). Implementing a fully par-
allel specially designed hardware implementation of a large neural network on a single FPGA is
expensive, involves extra design overheads, and in most cases is not even possible due to massive
hardware resource requirements. Because of the high implementation cost of the conventional fixed-
point binary radix-based design, we developed a hardware FPGA-based implementation of a very
large neural network, the Restricted Boltzmann machine (RBM), completely on a single FPGA by
exploiting SC [15, 16]. We used finite state machine-based (FSM) stochastic circuits to implement
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the required sigmoid function, AND-based stochastic multiplication to perform all large matrix
multiplications, and OR-based stochastic addition to accumulate the results of multiplications. Ex-
perimental results showed that our proposed stochastic architecture has much more potential for
tolerating faults/noise and requires much less hardware compared to the currently un-implementable
deterministic binary approach when the RBM consists of a large number of neurons.

1.5 Seamless Memory Design for Stochastic Computing Systems

The common focus of SC proposals from 1960s onwards has been stochastic logic (arithmetic),
neglecting memory, which represents a crucial system component. Memory mainly serves as a
repository for data collected from external resources (e.g., sensors) or data generated by previous
steps of computation, to be used at later stages of computation. Most SC proposals deploy con-
ventional digital memories (designed and optimized for non-stochastic computing) to address such
algorithmic needs. Unfortunately, this practice increases hardware design complexity due to the
discrepancy in conventional digital (i.e., non-stochastic) and stochastic data representations. Dig-
ital to/from stochastic data conversion can reach 80% or more of the overall energy consumption
and hardware cost, which can easily diminish any benefit from SC. In [13], as the first study of
its kind to the best of my knowledge, I rethink the memory system design for SC. The result is a
seamless stochastic system, StochMem, which features analog memory to trade the energy and area
overhead of data conversion for computation accuracy. In this manner StochMem can reduce the
energy and area overhead significantly at the cost of slight loss in computation accuracy.
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Figure 5: StochMem: featuring Analog Memory for SC Systems.

2 Unary Processing

A recently evolution of the idea of stochastic computing (SC) has been to perform the processing
deterministically [11]. If properly structured, computation on deterministic bit-streams can be
performed with the same circuits as are used in SC. The results are completely accurate with no
random variations; furthermore, the latency is greatly reduced. The idea of unary processing was
first introduced in the 1980s as a hybrid information processing technique that has characteristics
common to both conventional binary and to SC. It is deterministic, but borrows the concept of
averaging from stochastic methods. Numbers are encoded uniformly by a sequence of one value
(say, 1) followed by a sequence of the other value (say, 0). As with stochastic streams, all the bits
have equal weight. This property provides the immunity to noise. The maximum and minimum
values functions (using an AND and an OR gate), absolute value subtraction (using an XOR
gate), and multiplication (using an AND gate) are examples of functions with low-cost unary
implementation [17, 18].
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Figure 6: Example of performing maximum and minimum operations on unary streams.
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2.1 Low Cost Sorting Network Circuits using Unary Processing

Sorting is a common task in a wide range of applications from signal and image processing to
switching systems. For applications that require high performance, sorting is often performed
in hardware with ASICs or FPGAs. Hardware cost and power consumption are the dominant
concerns with hardware implementations. The total chip area is limited in many applications. As
fabrication technologies continue to scale, keeping chip temperatures low is an important goal since
leakage current increases exponentially with temperature. Power consumption must be kept as low
as possible. Developing low-cost, power-efficient hardware-based solutions to sorting is an important
goal. In ICCD’17 [17] I proposed a novel area- and power efficient approach to sorting networks
based on unary processing. My design inherits the fault tolerance and low-cost design advantages
of stochastic processing while producing completely accurate results. Synthesis results of complete
sorting networks show up to 90% area and power saving compared to the conventional binary
implementations. However, the latency increases. To mitigate the increased latency, I used a novel
time-encoding of data. The approach is validated with implementation of an important application
of sorting: median filtering. The result is a low-cost, high-performance, and yet energy-efficient
implementation of median filtering with only a slight accuracy loss [18].

2.2 High Quality Down-Sampling for Deterministic Approaches to SC

Recent progress in the idea of SC [7][8] has revolutionized the paradigm and has changed the common
belief on stochastic processing, that is, SC does not necessarily have to be an approximate computing
approach. If properly structured, SC circuits can produce deterministic and completely accurate
results. The deterministic approaches to SC have been proposed based on unary-style bit-streams.
The hardware cost and the latency of operations are much lower than those of the conventional
random SC when completely accurate results are expected. For applications where slight inaccuracy
is acceptable, such as image processing and neural networks, however, these unary stream-based
deterministic approaches must run for a relatively long time to produce acceptable results. This
long processing time makes the deterministic approach energy-inefficient. While randomness was
a source of inaccuracy in the conventional random stream-based SC, in ICCD’17 [11] I exploited
pseudo-randomness in improving the progressive precision property of the deterministic approaches
of SC. Completely accurate results are still produced if running the operation for the required
number of cycles. When slight inaccuracy is acceptable, however, significant improvement in the
processing time and energy consumption is observed compared to the prior unary stream-based
deterministic approaches and also the conventional random-stream based approaches.

3 Future Work

My immediate research plan is to extend my work on stochastic computing (SC) and stochastic-
based system design to respond to the high-demand request for ultra-low-power signal processing
systems and also energy-efficient real-time portable machine learning systems. By moving from
approximate SC toward deterministic highly accurate SC and unary processing, new challenges are
raising. In my future work, I intend to further extend my work on deterministic approaches of
SC to study the theoretical foundations of this novel computing approach and to find solutions for
its current challenges to develop more and more practical noise-tolerant energy-efficient SC-based
systems.
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3.1 Ultra-Low-Power Signal Processing Systems

With growth in image and video processing systems (e.g. mobile cameras, biomedical imaging,
robotics), speech and voice recognition systems, and in general all sensor-based signal processing
systems that can tolerate some level of processing inaccuracy, developing ultra-low power real-time
systems based on unconventional approaches such as SC has become a research area of substantial
interest. My work will focus on optimizing and improving the costs, speed, and energy consumption
of signal processing systems by bringing these systems from a pure-digital or pure-analog design
to a mixed-signal time-based design. I plan to develop energy-efficient signal processing systems
based on the methods I developed during my doctoral research. I would like to extend my research
to the study of the feasibility of using my methods in systems that can perform image and video
processing and also speech recognition operations under extreme power budget constraints. To this
end, I intend to develop some vertically-integrated ultra-low power but yet high-performance signal
processing chips as a proof-of-concept of my proposed methods. I intend to also evaluate the impact
of applying both the conventional energy reduction techniques (e.g. voltage and frequency scaling)
and my developed energy-optimization methods to energy-efficient ultra-low power design of image
and video processing systems.

3.2 Energy-efficient Machine Learning Systems using Time-Based Computing

Machine learning is being used by almost all high-technology companies in developing new intel-
ligent systems. Hardware implementation of machine learning algorithms have been an attractive
and high demand research area in recent years for reasons of speed and portability. High com-
putational complexity, however, makes the hardware implementation of many machine learning
algorithms expensive, energy inefficient, and in many cases impractical. SC has been recently used
for low-cost implementation of these algorithms. High latency, high energy consumption, and poor
output quality, however, are still the main barriers in developing SC-based machine learning sys-
tems. In my doctoral research I developed low-cost hardware implementations for some previously
unimplementable large neural networks (e.g. Restricted Boltzmann Machine Classifier) and devel-
oped some design strategies (e.g. polysynchronous clocking) to mitigate the long latency and high
energy consumption of SC-based machine learning systems. The latency, energy consumption, and
error rate of SC-based designs, however, still are significantly more than those of the conventional
non-stochastic implementations. My recent progress in the SC field, in time-based computing using
stochastic constructs, has raised new hopes to solve the important problems of SC-based systems. I
plan to use my developed mixed-signal stochastic architectures and synthesis methods for low-cost,
high-performance, and energy-efficient implementation of machine learning systems. These methods
can particularly have a significant impact in design of near-sensor neural network accelerators.

3.3 Theoretical Analysis and Solving the Challenges of Deterministic Approaches to
Stochastic Computing

An important part of my future research efforts will be to lay the theoretical foundations for our
recent revolution in the SC field, the developed deterministic methods of SC including the time-
based SC, and to provide proofs of correctness as well as bounds on the accuracy of computations.
From conventional digital stochastic bit-streams to my proposed time-based encoding, I will perform
rigorous mathematical analysis of different data encoding schemes. I intend to examine issues such
as the interaction between signals with different frequencies; limits on the classes of functions that
can be synthesized using a given set of gates; and the effect of truncating periodic signals. I will
employ number-theoretic techniques to optimize designs, for instance when generating coefficients
for polynomial approximations. Solving current challenges of the time-based approaches of SC is
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my other significant future work. Inherent analog noise, resolution limitation, truncation error,
difficulty of synchronization, skew propagation, and translating the time-encoded signals for finite-
state machine-based stochastic circuits are current important challenges of the time-based SC that
I intend to work on.
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